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Abstract

In the present research I examine the implications of heterogeneous beliefs about

the expected equity premium in a life-cycle portfolio choice model with background

income risk. While subjective and dispersed expectations have become a popular

mechanism to explain asset pricing phenomena, introducing belief heterogeneity in

a standard framework generates an additional puzzle: the sensitivity of risky asset

holdings to expected returns is far greater than observed in the data. Incorporating a

direct utility component over the safe asset mitigates this excess sensitivity, producing

asset allocation responses that are consistent with empirical evidence. The extended

model also replicates realistic patterns of stock market participation and conditional

risky shares across wealth and age profiles.
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1 Introduction

Starting with the work of Lucas the rational expectation hypothesis has been the dom-

inant paradigm in both economics and finance of the last 50 years. In the last decade

though, in finance a growing literature has tried to explain asset pricing puzzles by depart-

ing from this paradigm. One convenient feature that motivated the success of the rational

expectation hypothesis is that it removes the need to specify the way beliefs are formed

as these are pinned down by the requirement that they must be model consistent. This

feature though carries with it the strong implication that expectations are homogeneous

across agents and conditionally unbiased. An increasing body of empirical work on the con-

trary shows that households hold heterogeneous expectations about financial returns and

that this heterogeneity has a significant albeit quantitatively small impact on individual

financial decisions.1

Inspired by this evidence, in the present paper I extend the prototype life-cycle asset

allocation model to include agents with heterogeneous expectations about the equity pre-

mium. I then study the model’s predictions about the response of stock market allocations

to this heterogeneity and find that the traditional model generates responses of stock shares

for market participants that are an order of magnitude larger than the ones found in the

empirical literature. Motivated by this result I propose a modification of the traditional

model based on the insights of Krishnamurthy and Vissing-Jorgensen (2012) who consider

the possibility that certain assets possess features like liquidity and safety that are directly

valued by investors. In the present context of household financial choices the two authors

argue that individual investors, having limited understanding of risky assets like stocks have

a special preference for safe assets above the one implied by the usual risk-return trade-off

offered by the different asset categories. I then show that the introduction of direct prefer-

ence for safety in the model generates responses of conditional stock shares that are about

one third of those generated by the simple traditional model thus substantially reducing the

gap with the empirical evidence.

Having established this result I further explore the model’s quantitative properties and

show that the joint operation of heterogeneous expectations about the equity premium and

the preference for safety generates some desirable model output along dimensions tradition-

1A comprehensive account of this literature is presented in Adam and Nagel (2023).

2



ally explored in the quantitative life-cycle portfolio choice literature. In particular it allows

the model to match the average participation rate and the average stock share for market

participants with low levels of risk aversion and low participation costs. Moreover a model

with both heterogeneous expectations and preference for safety can match the wealth profile

of participation rates, in particular the sizable proportion of wealthy agents not investing

in the stock market, and the wealth profile of conditional stock shares.

The model presented in this paper builds on the traditional framework of Cocco et al.

(2005) and Gomes and Michaelides (2005), that is, it is a standard life-cycle asset allocation

model with background income risk and fixed per-period participation costs. On top of

this framework the benchmark model adds preference for safety and ex-ante heterogeneous

beliefs about expected equity returns. This heterogeneity is calibrated based on the survey

evidence provided in Giglio et al. (2021). Three types of results are presented.

First, concerning the relationship between beliefs and portfolio allocations to stocks, the

standard model generates an increase in the conditional stock share of 8.4 percentage points

in response to an increase in the expected equity return of 1 percentage point. The model

with direct preference for safety reduces this response to about 2.3 percentage points. The

analogous response estimated in the data by Ameriks et al. (2020) and Giglio et al. (2021)

range from 0.5 to 1.5 percentage points, hence the model with direct preference for safety

reduces the gap between the standard model and the empirical estimates by at least 75

percent.

The second set of results concerns the traditional dimensions of participation rates and

conditional stock shares on average and as a function of wealth and age. With respect

to averages, the benchmark model can match the average participation rate with a per

period participation cost that is in line with the estimates in Vissing-Jorgensen (2002)

while the traditional model requires a cost that is more than two and a half times larger.

Moreover the benchmark model can match the risky share conditional on participation with

a coefficient of relative risk aversion of 3.3 while the traditional model needs a value more

than three times as high. This lower coefficient of relative risk aversion in turn leads to a

much lower subjective discount factor that is consistent with the values ordinarily used in

the macroeconomic literature. At the same time while the standard model generates profiles

for stock shares conditional on participation that are declining in wealth and age, in the

benchmark model those profiles are both increasing as the empirical literature shows.
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The third set of results tries to bridge the gap between portfolio theory and asset pricing.

Following the approach in Catherine (2022), I try to give an upper bound for the contribution

that the specific deviations from standard modelling practice adopted here give to the equity

premium. In this respect I find that while the direct preference for safety has a dramatic

impact on the patterns of portfolio allocation at the microeconomic level, at most it can

contribute to a quarter of the equity premium. This is because as it will be shown the

behavior in the benchmark model converges to the one of the traditional model for high

levels of wealth, where most of the equity is held.

The present research is related to two strands of literature. First it is related to recent

empirical work that started to explore the link between household expectations about finan-

cial returns and their portfolio decisions. Among the papers in this area are the works by

Ameriks et al. (2020), Giglio et al. (2021) and Malmendier and Nagel (2011). These papers

find substantial heterogeneity in individual investors’ expectations about stock returns and

estimate significant effects of this heterogeneity on financial decisions including conditional

stock shares. These effects are correct in sign but small at least if compared to back-of-the-

envelope calculations based on the static Merton (1969) model. The present paper extends

the comparison to fully fledged models of life cycle asset allocation, confirming the excess

sensitvity result for traditional models in this more general setting. At the same time it

shows that a simple extension based on direct preference for safety improves the fit of model

responses of stock shares to beliefs to their data counterpart. A second group of papers has

started to incorporate heterogeneous beliefs into life-cycle portfolio models. In this area

Briggs et al. (2021) show that empirically plausible belief heterogeneity with average pes-

simism can help reconcile model predictions about participation decisions after a windfall

gain with their data counterpart. Compared to that paper the current one confirms the role

of beliefs heterogeneity in explaining non participation but extends it to study the role that

it plays in the determination of conditional stock shares. More recently Velàsquez-Giraldo

(2024) constructed a standard life-cycle portfolio choice model with heterogeneous stock

market expectations and found that they can help explain patterns of portfolio choices over

age and education. Compared to the current research though he does not focus on the

response of household stock market behavior to heterogeneous beliefs and its consistency

with the data.

The second strand of literature the current paper is related to is the one that studies the

4



problem of life-cycle asset allocation using quantitative models. After the original work of

Cocco et al. (2005) and Gomes and Michaelides (2005) established the fact that as long as

human capital has bond-like properties the pattern of conditional stock shares is declining in

both age and wealth a number of papers have tried to reconcile the model with the facts. A

first approach is based on changing the assumptions about the properties of background risk

originating from labor income either by making it more stock-like through various form of

correlations with the stock return process as in the work of Lynch and Tan (2011), Benzoni

et al. (2007) and Catherine (2022) or by generating an age changing pattern of background

risk through the intrinsic properties of the labor income process itself like in Chang et al.

(2018). An alternative approach to explain conditional stock shares by age has assumed

ambiguity and learning about stock returns over the life-cycle. This route was followed in

Campanale (2011) and Pejinenburg (2018). Patterns of stock shares by wealth have also

been explained with decreasing risk aversion by for example Wachter and Yogo (2010) and

Gomes and Smirnova (2022). Finally Campanale et al. (2015) introduce a fixed transaction

cost to move wealth from the safe to the risky account and show that this helps explain the

life-cycle profile of conditional stock shares.

With respect to this literature the current paper makes two contributions. First it adds

a new dimension, that of heterogeneous and biased beliefs to enrich the models and test

their validity. Second it provides an alternative theory to explain observed patterns of

households’ stock market investment that is consistent with an increasing body of empirical

and experimental literature. The assumption that households directly value the safety

features of certain assets, nicely fits with the evidence of the widespread lack of financial

literacy. This literature shows that very few investors fully understand simple issues, like

for example risk diversification, that are critical for portfolio choice. An investor with

poor understanding of financial assets then may in fact attribute a special value to an

asset that pays a certain nominal pay-off.2 This is indeed one of the motivations used

by Krishnamurthy and Vissing-Jorgensen (2012) to motivate the existence of a demand

function for treasuries. Also, in a recent paper Puri (2025) shows in an experimental setting

that subjects require risk premia that are increasing in the choice problem payoff complexity

but independent of moments. The natural allocation counterpart to this finding would be

2See for example the work of Van Rooij et al. (2011).
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that for given risk premia and independently of distributions agents would prefer a lower

portfolio share of complex assets, which is precisely what the preference for safety term in

this paper captures in a simple and tractable way.

The rest of the paper is organized in the following way. Section 2 is devoted to explaining

the model, section 3 presents the calibration and section 4 discusses the results. Finally, in

section 5 a brief conclusion is outlined.

2 Model

I consider a standard partial equilibrium economy featuring a large cohort of finitely lived

agents. Time is divided into discrete periods of one year length. Agents live for a maximum

of T = 80 model periods. They enter the model at age 20 and retire after T ret = 45 years

of work. In each period of life t they face a probability πt+1 of surviving one more year.

2.1 Preferences and labor income process

Agents value the period consumption flow according to a standard constant relative risk

aversion utility index. At the same time and departing from standard practice I assume

that they directly value certain attributes, namely safety and liquidity that certain classes

of financial assets possess. These assets are cash and monetary accounts and at least part

of bonds. We formulate this component of utility as an iso-elastic function defined over the

ratio of the amount of the safe asset held during the period to consumption. Consequently

we can write the period utility flow as:

u(ct, Bt+1) =
c1−α
t − 1

1− α
+ κ

(Bt+1

ct
)γ

γ
(1)

In the above equation α is the usual coefficient of relative risk aversion. The formulation of

the direct utility provided by the safe asset implies that if consumption and the safe assets

are multiplied by the same factor the marginal value of the second term is unchanged,

however for constant consumption an increase in the holdings of the safe asset will deliver

utility at a decreasing rate that tends to zero as Bt grows. The parameter γ determines

how fast this marginal value tends to zero, while κ determines the average strength of the

direct motive for holding the safe asset. A yearly discount factor of future utility flows of β

completes the description of household preferences.
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During working life households receive an exogenous stochastic stream of net earnings.

The earnings process has three components. First there is a deterministic trend given

by the function G(t) that captures the hump-shaped pattern of household earnings over

working life. Second, earnings are hit by a permanent shock that follows a random walk in

logarithms. We can write this as:

lnzt = lnzt−1 + εt (2)

and εt is a normal random variable with mean 0 and variance σ2
ε that is independently

distributed over time and across agents. Third a purely temporary shock affects yearly

earnings. We denote this with the Greek letter η. This random variable is also independently

distributed over time and across agents and its logarithm is normal with mean 0 and variance

σ2
η. It is also independently distributed with respect to the permanent shock. With this

description in mind we can write the household net labor income during working life as:

Yt = G(t)ztηt (3)

During retirement households receive a constant pension benefit that depends on earn-

ings in the last year of working life. I denote this benefit with Y R
t .

2.2 Assets

Earnings shocks cannot be insured due to missing markets. The agent then uses savings

to smooth consumption in response to earnings fluctuations. Savings are also needed to

supplement social security benefits to finance consumption in retirement. Savings can be

invested in two different assets. The first one is a safe asset that represents cash, monetary

accounts and also safe bonds, including bonds held through diversified funds. I assume

that this asset pays a fixed gross return denoted with Rb and denote the amount held by a

household from age t to age t+1 with Bt+1. The second one is a risky asset that corresponds

to equity and some categories of more risky bonds. I write the return on this asset held

from age t to age t + 1 as Rs
t+1 and denote the amount held with St+1. This return can

be specified as Rs
t+1 = R + ξt+1. Here R is the expected return on the stock and ξ is a

random shock to the return that is independently distributed over time. The shock follows

a normal distribution with mean zero and variance σ2
ξ that is independent of the shocks

to the earnings process. Investing in stocks requires payment of a fixed participation cost
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Fs in each period. A no borrowing and no short sale constraint applies to the two assets,

that is, Bt+1 ≥ 0 and St+1 ≥ 0. Agents may hold different beliefs about the stock return

process. In particular, I introduce heterogeneity in beliefs in the form of disagreement about

the average equity return and denote the value of this subjective average with θi, or more

precisely θi is the subjective counterpart to the objective average return R. Disagreement

about the expected equity return is fixed over the life of an individual, thus reflects innate

optimism or pessimism.3

2.3 Household’s optimization problem

With the description of the model given above we can write the optimization problem

at each age. This will be described by the Bellman equation:

Vt(Xt, zt, θi) = max
ct,Bt+1,St+1

{u(ct, Bt+1) + βE[πt+1Vt+1(Xt+1, zt+1, θi)]} (4)

where Vt is the value function at age t and the state variables are cash-on-hand Xt, the

realization of the permanent component of the earnings process zt which is needed to predict

the future distribution of non financial income and the variable θi which captures the agent’s

belief about the expected equity return. The maximization is performed subject to the

following constraints:

ct +Bt+1 + St+1 + ItFs ≤ Xt (5)

Xt+1 = Bt+1R
B + St+1R

S
t+1(θi) + Yt+1 (6)

The first inequality is a standard budget constraint that tells us that total expenditures

cannot exceed the household’s cash-on-hand at the beginning of the period. In turn total

expenditures are given by the sum of consumption, bond and stock purchases plus, if the

latter are strictly positive the expenditures needed to pay the fixed participation cost. This

is captured using the index function It which takes a value of 1 if St+1 > 0 and a value of

zero if St+1 = 0. The second equality is the law of motion of cash-on-hand. Cash-on-hand in

3A literature in psychology has described the existence of “dispositional optimism”defined as a stable

personality trait concerning the expectation that positive things happen in the future across a broad domain

of life events. An empirical application that studies the implications of this phenomenon for several economic

and financial choices like working, saving and investing can be found in Puri and Robinson (2007)
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the next period is given by the assets carried into the next period including the return they

pay plus non financial income. Notice here that from the perspective of the agent’s decision

problem the relevant stock return is the subjective one which I write as a function RS
t+1(θi)

of the agent’s belief type. Finally, the maximization is subject to the stochastic earnings

processes defined in the previous subsection, to the no-borrowing constraint Bt+1 ≥ 0 and

the no short sale constraint St+1 ≥ 0.

3 Calibration

In order to calibrate the model I proceed by assigning certain parameters, values obtained

from external studies, while setting the remaining parameters internally so that certain

model generated moments match their corresponding values in the data. The first group

of parameters includes those pertaining to demographics and to the determination of non

financial income. To begin describing this group of parameters, the model period is taken

to be one year. Agents enter the labor market, hence the model, at age 20, retire at age 65

and die for sure at age 100. Before that age, the probability of survival from one year to

the next are taken from the Berkeley Mortality Database. For the deterministic common

component of the labor income process I take a third order polynomial in labor market

experience, that is, age minus 20, and use the coefficients estimated by Cocco et al. (2005).

Using those coefficients that are estimated separately for households whose head has a high

school or college degree I compute profiles for the two education groups and then average

them using the weights of college and non-colege households in the population. As for the

stochastic component of earnings three parameters need to be assigned, that is, the variance

of the permanent and temporary shocks σ2
ε and σ2

η and the initial variance of the permanent

shock σ2
z0
. I take these values from Kaplan and Violante (2010) and assign σ2

ε a value of

0.01 and σ2
η a value of 0.05. I then set σ2

z0
to 0.15 so as to approximately match earnings

dispersion at age 25.

Social security benefits during retirement are set so as to mimic the actual US system

as far as possible while retaining speed of computation of the household decision rules. In

order to do that, for each possible level of the permanent shock in the last year of working

life, the average of past income is obtained through a simulation of thousands of histories

of labor earnings that end with that particular realization. Then the formula used in the
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US is applied to that average. This formula applies a 90 percent replacement ratio for

earnings up to 18 percent of population average earnings, a 32 percent replacement ratio

from this bend point to the next one, set at 110 percent of average earnings, and finally a 15

percent replacement ratio for earnings above 110 percent average earnings.4 This method is

not as precise as applying the social security benefit formula on individual histories of past

earnings, however the correlation between benefits generated by it and those generated by

the exact formula is around 0.9 and the one used here saves one state variable. At the same

time the formula used here still captures the fact that replacement ratios are progressive

hence have an effect in raising the incentives to save of the earnings rich relative to the

earnings poor.

The return on the safe asset is set at 2% as it is customary in this literature. As far as

the return on the risky asset is concerned it is assumed that it follows a normal distribution

with average of 6%, implying an equity premium of 4% and standard deviation of 18%

again in line with the most commonly used values in the literature. The calibration of the

distribution of beliefs requires two parameters, the average θ and σθ, the standard deviation.

The average θ is set equal to the true expected return on equity R in the model, which is

equivalent to assuming that for the model population as a whole the expectation about

the equity return is on average correct. The target for the standard deviation is taken

from Giglio et al. (2021) reduced by half based on the authors’ claim that fixed ex-ante

differences in beliefs represent from 45 to 60 percent of the total variation, the rest being

determined by a small common time varying component and a more sizable component given

by measurement error or idiosyncratic variability. Since the current model only features the

fixed component it seems appropriate to consider only this part in the calibration as well.

The value of the target in Giglio et al. (2021) refers to a population that is entirely made

of stockholders. The model studied here though features non participation as well. For this

reason the value of σθ is obtained by taking the targeted moment and multiplying it by

an endogenously determined specific coefficient xσθ
so that the model generated standard

deviation of expected stock return for the population of stockholders coincides with the

target value.

Next I move to the description of the internally calibrated parameters. These include all

4The rule to compute pension benefits is based on the actual working of the US system and is reported

for example in Kaplan and Violante (2010).
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the preference parameters and the fixed per-period participation cost. On several occasions

the results for the model with a direct preference for safety will be compared to those of

the standard model. Understanding the calibration in this latter model is straightforward.

The subjective discount factor β has by far the largest impact on the average wealth-to-

earnings ratio. The coefficient of relative risk aversion α has its greatest impact on the

share of wealth invested in equity but also influences the wealth-to-earnings ratio through

changes in the intensity of the precautionary motive for saving. Finally the size of the fixed

per-period participation cost impacts most strongly the participation rate and indirectly

through selection of low wealth individuals out of the stock market it also has an effect on

the conditional equity share. Given these observations we set β, α and Fs so that the model

simulated data match the average wealth-to-earnings ratio, the equity share conditional on

participation and the participation rate found in the data. The target for the wealth-to-

earnings ratio is set at 2.5. This target is obtained by starting from a value of 3.2 of the

capital output ratio in line with aggregate macroeconomic data and dividing it by 0.66, the

labor share of output so as to obtain an aggregate ratio of wealth to labour earnings. The

resulting value is multiplied by 0.5 which is approximately equal to the share of financial in

total wealth.5 Targeting a ratio of financial wealth to earnings is consistent with the fact that

in the model we only give explicit consideration to financial wealth. As for the participation

rate and conditional equity share the targeted values are 49.5 and 54.5% respectively, in

line with the empirical evidence reported in Guiso et al. (2001).6

The model with a direct preference for safety adds two more preference parameters to

be calibrated: the average strength of this preference κ and its curvature γ. In order to

understand the calibration of the latter we can start by observing that the utility function

defined over the safe assets to consumption ratio adds a first order component to the return

to this asset. For a given level of the permanent income shock this component is declining

in financial wealth, potentially generating a positive relationship between the latter and the

stock share, something that is illustrated and explained better with the help of figure 1 in

5See Kuhn and Rios-Rull (2016).
6The values in Guiso et al. (2001) refer to the participation rate and conditional share of risky assets

in total financial assets. Risky financial assets, according to their definition, include part of bonds like

corporate, asset backed and foreign bonds. This definition is more in line with the formulation of the safe

asset in the model compared to a more restrictive definition that includes only stocks.

11



Table 1: Values of preference parameters

Benchmark Traditional

β 0.928 0.747

α 3.3 10.2

γ -17.0 –

the result section devoted to decision rules. For the moment it is sufficient to observe that

the parameter γ controls how fast the marginal utility term in the return to the safe assets

declines with wealth, hence it is important to shape the relationship between the stock share

and financial wealth. Informed by this intuition I set the ratio of the conditional risky share

in the fourth quartile of the distribution of financial wealth to the one in the second quartile

as a further calibration target. The value for the target is taken from the work of Guiso

et al. (2001). As for the parameter κ an analysis of its impact on the model has not revealed

clearly a moment on which it has a strong and specific impact hence it is arbitrarily set at

0.2.

Table 1 reports the values of the endogenously calibrated preference parameters, while a

discussion of the calibrated size of the fixed participation cost is deferred to the result section

about participation patterns in risky assets. The label “traditional”refers to the standard

model whose structure resembles the model in for example Gomes and Michaelides (2005),

hence a model with neither preference for safety/liquidity nor heterogeneous beliefs about

the expected equity return. For this model the calibrated value of risk aversion is 10.2. In

turn this high level of risk aversion generates a strong propensity to save for precautionary

reasons. This requires a subjective discount factor as low as 0.747 to match the average

wealth-to-earnings ratio, a value well below standard practice in the macroeconomic and

asset pricing literature.7 The label “benchmark”refers to the model with both preference

for safety and heterogeneous beliefs. In the benchmark model the addition of an explicit

term to capture preference for safety reduces the value of investing in the risky asset, hence

the same target for the conditional risky share is matched with a value of risk aversion of

3.3. With this value precautionary savings is strongly negatively affected hence a subjective

discount factor of 0.928, in line with macroeconomic practice, is sufficient to match the

7A similar result is obtained for example in Fagereng et al. (2017) and Catherine (2022).
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wealth to earnings ratio.

4 Results

In this section I report the results of the quantitative analysis of the model. In the first

subsection I report the decision rules for the conditional equity share. These decision rules

highlight the main intuition of the working of the model and will be useful to understand

the quantitative results in the following subsections. The following subsections report the

results from the simulation of the model. The second subsection reports the findings in

this research concerning the response of the conditional stock share to heterogeneity in

beliefs about the expected equity return. The third subsection shows the results of the

model along the more traditional analysis of the ability of life-cycle models to explain the

patterns of participation rates and conditional stock shares in general and over wealth and

age. The final subsection tries to establish a connection between the findings of the previous

sections about portfolio choices at the household level and the macroeconomic implications

of the specific features introduced in the current model, that is, beliefs heterogeneity and

preference for safety. In particular it tries to give an estimate of the maximum contributions

that these features can give to the equity premium.

4.1 Portfolio decision rules

Figure 1 reports the optimal decision rules for the portfolio share of the risky asset for

the model with direct preference for safety and for comparison and to help present the

intuition, for the standard model. The decision rules represented are those of an investor

who is 55 years old and holds correct beliefs about the expected equity premium. In each

figure three decision rules are represented, one for an agent that has received the lowest

possible permanent earnings shock, one for an agent receiving the median shock and one for

an agent receiving the greatest possible shock.8 The decision rules for the model with pref-

erence for safety are taken from the calibrated benchmark model. Those for the traditional

model, whose behavior is already well known in the literature, hence are reported mainly

8The shocks are normal hence their support is the real line, however the model is solved by discretizing

the state space for the random variables. By lowest and highest shock then we mean the lowest and highest

realizations on this discrete state space.

13



0 50 100 150 200 250

Wealth

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

R
is

k
y
 a

s
s
e
t 
s
h

a
r
e

Lowest earnings shock

Median earnings shock

Highest earnings shock

((a)) Model with preference for safety.

0 50 100 150 200 250

Wealth

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

R
is

k
y
 a

s
s
e
t 
s
h

a
r
e

Lowest earnings shock

Median earnings shock

Highest earnings shock

((b)) Standard model.

Figure 1: Risky asset share decision rules

for comparison, come from the benchmark model in which the preference parameter κ is set

to 0 so as to eliminate the utility term for the safe asset, leaving all the other parameters

unchanged.

The decision rules in the standard model, represented in the right panel of figure 1,

start at 1 when current wealth is close to zero and then monotonically decline converging

to an asymptote. Decision rules associated with greater permanent shocks are higher than

those associated to a lower permanent shock. This is a familiar result with a well known

interpretation. Agents would like to hold a given share of total wealth, that is, human plus

financial wealth in the risky asset. This share depends on the equity premium, the standard

deviation of stock returns and risk aversion. As long as there is no correlation between

labor risk and stock market risk, human capital although risky is a closer substitute for

the safe asset, hence represents an implicit holding of this asset. When financial wealth is

very small the agent is thus almost entirely invested in the safe asset through the implicit

holding represented by human capital, hence he wants to invest all of his financial wealth

in the risky asset. As current financial wealth increases the share of total wealth implicitly

invested in the safe asset represented by human capital declines, hence the share of financial

wealth invested in stocks declines. A similar argument explains the pattern of stock shares

with respect to the permanent labor earnings shock: as this increases the implicit holding

of safe assets represented by labor income increases, thus the agent for any level of financial

wealth will adopt a more risk oriented investment strategy increasing the stock share.
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When direct preference for safety is introduced into the investment decision a new force

emerges. As can be seen in the left panel of figure 1 this leads to decision rules that are

substantially different from the ones in the standard model. Near zero holdings the marginal

utility given by starting to invest in the safe asset is very large, hence the agent will want to

save and invest all of his savings in this asset. The stock share is then zero when the state

variable for current wealth is close to zero. As financial wealth increases if the share invested

in the safe asset remained constant, the total holding would grow in direct proportion with

it. On the other hand consumption is proportional to total wealth, human plus financial,

hence it grows much less than proportionally to financial wealth when the latter is small.

This would result in an increase in the ratio of safe assets to consumption, hence to a

decline in the marginal utility given by further investing in this asset. The share invested in

this asset then starts to decline and consequently the stock share increases. Past a certain

threshold of wealth the safe asset to consumption ratio is high enough that the contribution

given by the direct utility term to the return on holding the safe asset becomes negligible

and the usual diversification reason for asset allocation highlighted for the standard model

takes over making the stock share again declining in current wealth. Notice that this occurs

not only in a qualitative sense. Comparing the two figures in fact, one can notice that the

stock share in the model with preference for safety converges to the same values as the ones

from the corresponding decision rules for the traditional model.

Another notable feature where the current model differs from the standard model is in the

dependence of stock shares on the shock to permanent earnings for a given level of wealth.

In the current model in fact below a certain threshold of current assets there is an inversion

in the position of the decision rules, with more aggressive investment strategies observed for

agents with lower permanent earnings shocks. This can be explained by observing that an

agent with a higher shock to permanent earnings has a larger stock of human wealth than an

agent with a lower shock, hence for any given level of financial wealth he will consume more.

For a given level of financial wealth and share of the portfolio invested in the safe asset he

will then have a lower ratio of the latter to consumption, hence face a higher marginal utility

from further investing in the safe asset. As long as the level of current financial wealth is

not high, this term in the return on the safe asset is the dominant force in shaping the asset

allocation decision, hence the high shock agent will invest a lower share in the stock. Past

a certain level of wealth though the usual diversification reason for asset choice takes over
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and the stock share decision rules become again increasing in the permanent shock to the

labor income like in the standard model.

4.2 Beliefs and portfolio allocations

So far the quantitative literature on life-cycle portfolio choice has assumed that house-

holds share the same beliefs about the expected equity return and that beliefs are correct,

that is, the subjective expectations about the expected equity return coincide with the one

implied by the true process fed into the model. Recent empirical literature though has

revealed that households’ expectations about stock returns may differ substantially. This

literature has also tried to check in the data the impact that heterogeneity in beliefs has

on households’ portfolio allocations. In this section we test how life cycle asset allocation

models compare to data in this dimension. In particular I show how the model with direct

preference for the safe asset introduced here fares compared to the standard model. To

the best of my knowledge this is a dimension that the literature has never explored before.

The section is organized in the following way. First some of the recent empirical evidence

is reported and a key fact established. Second, a quantitative analysis of the response of

conditional stock shares to beliefs about the expected stock return is performed based on

model simulated output and then compared to the analogous response in the data. Finally

a brief intuition for why the two models generate significant differences along this dimension

is given.

With respect to the empirical literature three contributions are particularly notewor-

thy. First Giglio et al. (2021) use a survey administered to a large sample of US based

Vanguard clients to elicit investors’ beliefs about a number of macroeconomic and financial

variables including the expectation about stock returns. They then link this expectation

to administrative data on transactions and portfolio holdings. They find a significant but

quantitatively modest response of the share of funds invested in stock to different expecta-

tions: a 1 percent increase in the latter leads to an increase in the portfolio stock share of

between 0.7 and 1.2 percent, depending on the estimation technique used. They also find

that there is substantial heterogeneity in beliefs, mostly driven by an individual fixed effect.

The main limitation of the study is that they do not observe wealth outside of the accounts

at Vanguard. Second, Ameriks et al. (2020) also use a survey administered to Vanguard
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Table 2: Response of conditional stock shares to return beliefs

Giglio et al. OLS Giglio et al. ORIV Benchmark Traditional

Expected stock return 0.690 1.177 2.300 8.359

clients to estimate the impact of different beliefs on the stock share at the intensive margin.

In this case the survey includes questions about wealth holdings outside of accounts at Van-

guard, thus providing a more complete picture of the impact of beliefs on portfolios. Like in

the previous study they also find a modest quantitative response of stock shares to expected

returns, in particular they estimate that for the stock share to be higher by 1 percentage

point a 2.1 percent increase in its expected return is required. Since this is much lower

than the one suggested by back-of-the-envelope calculations based on the classical model

in Merton (1969), they term this empirical fact “attenuation puzzle”. Third and with a

somewhat different approach Malmendier and Nagel (2011) use SCF data on portfolios and

historical data on stock market returns to estimate the impact that different lifetime experi-

ences in stock market performance have on individual risk taking behavior including among

else the conditional portfolio share of equity. They find that a 1 percent increase in the

experienced equity premium leads to a 1 percent increase in the share of financial wealth

allocated to stocks. Even though this measures the impact of experienced returns and not

of beliefs about returns on portfolio allocation, they also provide side evidence, based on

Gallup/UBS survey that shows that a 1 percent increase in experienced returns leads to

a 0.6 percent increase in the expectation about stock market returns. Taken together this

evidence suggest that a 1 percent increase in the expected equity market returns lead to an

increase in the allocations to stocks of about 1.8 percentage points. We can then take the

results in these studies collectively to imply a modest response of stock shares to differences

in expectations about market returns, in the range of 0.5 to 2 percentage points.9

While both Giglio et al. (2021) and Ameriks et al. (2020) perform simple calculations

9The literature that has tried to measure subjective return expectations and estimate their effects on

financial choices is large. A short and incomplete list may add to the papers cited in the main text the

works of Amromin and Sharpe (2014), Dominitz and Manski (2007), Hurd et al. (2011). Not all of those

papers measure the impact of beliefs on conditional stock shares; for example Hurd et al. (2011) focuses

on participation rates only. Those paper that do focus on conditional stock shares though always find

quantitatively small responses.
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based on the Merton (1969) model to compare their empirical findings about the response of

portfolio allocations to changes in stock return beliefs to theory predictions, so far this type

of analysis has not been performed with a fully specified life-cycle portfolio allocation model.

I thus next turn to this task. This type of analysis is particularly interesting in the context

of the present research since the traditional model and the one with direct preference for

the safe asset have potentially very different implications in this dimension. For this reason

a comparison of the performance of the two models may further shed light on their validity.

In practice I take a large sample of individual observations of stock holders from the model

simulated data. On this sample I run an OLS regression of the share invested in risky

assets on a constant, the subjective expected risky asset return and the remaining variables

available in the formulation of the model, in particular age and wealth. Table 2 reports

the coefficients of this regression and for the sake of direct comparison also the coefficients

in the analogous regressions from the paper by Giglio et al. (2021). As the fourth and

third column of the table show, the coefficient on the expected stock return is 8.359 in the

traditional model while it is only 2.300 in the benchmark model with direct preference for

safety. The coefficients in the regressions in Giglio et al. (2021) are 0.690 for the simple

OLS regression and 1.177 when the ORIV method is applied to correct attenuation resulting

from measurement error. The interpretation is straightforward since the coefficients directly

measure the response of the conditional stock share in percentage points to a 1 percentage

point increase in the expected stock return. The gap in the response between the data in

column 2 and the traditional model is then of 7.2 percentage points while the analogous gap

for the benchmark model is slightly above 1 percentage point, or about only one seventh.

The intuition for why the two models imply very different reactions of portfolio alloca-

tions to heterogeneous beliefs is the following. In the traditional model a more optimistic

agent will try to exploit the higher equity premium, thus investing a larger share in stocks.

The limiting factor to more aggressive portfolio allocations comes from the fact that these

would lead to an increase in the volatility of wealth, hence also of consumption. In the

model with direct preference for the safe asset a second effect comes into play: the increase

in the portfolio share of the risky asset in fact reduces the share of the safe asset, hence this

asset ratio to consumption. A lower ratio of the safe asset to consumption increases the

marginal utility of investing in that asset. An optimum must then be attained at a lower

stock share. As a result introducing a direct preference for utility in the model dampens
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the effect of differences in stock return beliefs on portfolio choices.

I conclude this section with a brief discussion about the robustness of the excess sensi-

tivity of conditional stock allocations to beliefs in the traditional model. This result was

shown in table 2 using a model based on the Gomes and Michaelides (2005) and Cocco

et al. (2005) original framework. Since those papers were published, a number of extensions

have been considered in the literature to correct their inability to produce realistic patterns

of stock shares by wealth and over the life-cycle conditional on participation. One might

then ask if those same features could also correct the excess sensitivity result shown by the

traditional model. I address this concern in Appendix B whose main results I briefly report

here. The extensions considered in the literature typically fall into two main categories, one

that makes human capital more stock-like by introducing some form of correlation between

the labor income shock and the stock return shock, the other introduces decreasing risk

aversion. In Appendix B I consider two versions of the traditional model, each representing

one of the two approaches. In particular I consider contemporaneous correlation of earnings

and stock return shocks and a non homothetic utility function over basic and luxury goods

that generates decreasing relative risk aversion. I then solve those versions of the tradi-

tional model for several parameter values and report the coefficients of a regression of the

conditional stock share on expected risky returns. As the results in table 9 in the appendix

show those coefficients are even larger than the ones in the simplest form of the traditional

model of table 2. Those results show that neither making human capital stock like nor

decreasing risk aversion lead to attenuated responses of risky shares to beliefs about the

expected equity premium, hence lead to the conclusion that excess sensitivity is a deeper

structural feature of the traditional framework of portfolio choice models rather than the

outcome of the specific setting in Gomes and Michaelides (2005) or Cocco et al. (2005).

This finding then supports the adoption of direct preference for safety as a key element with

a distinctive contribution to understanding household portfolio choices.

4.3 Life-cycle portfolio allocations

In this section I study how the decision rules for consumption, saving and asset allocation

interact to determine the patterns of portfolio choice by wealth levels and over the life-

cycle. This is the traditional area of attention in the current literature. This is done for
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Table 3: Participation costs

Benchmark NPS No het Traditional

Participation cost 0.59 0.87 0.84 1.60

Table 4: Participation rates: model and data

Quartile 1 Quartile 2 Quartile 3 Quartile 4 Top 5

Data 4.4 38.6 66.4 87.2 93.8

Benchmark 2.8 31.1 71.4 91.1 96.7

NPS 8.4 44.5 63.7 77.7 85.4

No het 0.6 24.6 74.3 97.0 100.0

Traditional 0.7 18.4 78.1 100.0 100.0

the benchmark model which features both preference for safety and heterogeneous beliefs

and for the traditional model à la Gomes and Michaelides (2005) featuring neither. In

addition I also present the results for two additional models in which heterogeneous beliefs

and the direct preference for safety are turned off one at a time. To preview the results, the

benchmark model can match the pattern of both participation rates and conditional shares

quite well, while the traditional model cannot. The two intermediate models show that

both preference for safety and heterogeneous beliefs are key to obtaining the given result

in the benchmark model while they do not work in isolation. Each version of the model

is obtained by calibrating the coefficient of relative risk aversion, the subjective discount

factor and the fixed participation cost so that the wealth-to-earnings ratio and the average

participation rate and conditional risky share match their empirical targets.

4.3.1 Participation costs

I start by reporting the participation cost that is needed to match the average partici-

pation rate in the population of investors.

Table 3 reports the participation cost as a percentage of average earnings that is needed

to match the participation rate in the population. The column labeled “NPS”refers to the

benchmark model where the direct preference for safety term has been removed, that is, to

the traditional model augmented to include heterogeneous beliefs. The column labeled “No
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het”refers to the benchmark model where beliefs are homogenous and correct, or equivalently

to the traditional model augmented with preference for safety. The first and fourth columns

of the table show that the participation cost needed to match the average participation

rate is 0.59 percent of annual average labor income in the benchmark model and increases

to 1.6 percent of average annual labor income in the traditional model. To compare these

figures to available estimates one can consider the 50k dollars before taxes average income

reported in Aizcorbe et al. (2003) for 1998 and reduce it by 25% to subtract the average tax

rate reported in Kaplan and Violante (2010) to obtain a 37.5k dollars of net labor income,

the variable considered in the model. Then the reported figures for the model generated

participation costs are equivalent to 220 and 600 dollars respectively. For the same years

Vissing-Jorgensen (2002) estimated per-period participation costs of 200 dollars, hence while

the participation costs in the traditional model are about three times the empirical estimates,

the one in the benchmark model is only slightly higher.

A look at the remaining columns show that both the preference for safety and heteroge-

neous beliefs matter for the result. A model with only the former would imply a reduction

of the participation cost to 0.84 percent of annual average income, equivalent to 315 dollars.

In this case the intuition is straightforward. With direct preference for safety the benefit

of owning stocks and earning the equity premium on them is reduced, hence lower costs of

participating in the market are needed to match the empirical participation rate. Adding

heterogeneous beliefs alone in the traditional model also reduces the participation cost, in

this case to 0.87 percent of annual average income equivalent to 326 dollars. In this case

the intuition is somewhat more subtle and can be described as follows. In the model be-

liefs are orthogonal to all other individual characteristics. When moving to a model with

heterogeneous beliefs some individuals become more optimistic and some more pessimistic

compared to a model with homogeneous expectations. Among the former all those who

participated in the stock market in the homogeneous beliefs model would still participate,

however for some characteristics like for example low wealth or income, some of the agents

that are more pessimistic than average would not participate. As a consequence a lower per

period participation cost becomes necessary to rationalize the average participation rate in

the data.
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4.3.2 Participation rates and conditional shares by wealth

I next move to illustrating the participation patterns over the wealth distribution. This

is done with the help of table 4. In the data, as shown by the first row of the table, the

participation rate is strongly increasing in wealth, however even at the top of the distribution

some households do not participate. For example about 13 percent of households in the top

quartile and 6 percent in the top 5 percent of the distribution do not hold risky assets at

all. The benchmark model does a remarkably good job at matching those participation

rates. Indeed, by comparing the first and second row in table 4 for all but the second

quartile the difference between the model based participation rate and the empirical one is

less than 5 percentage points, despite none of these participation rates were targeted in the

calibration. In the traditional model where non participation is obtained exclusively by way

of a monetary participation cost, unavoidably participation in risky asset markets becomes

universal in the top quartile of the distribution and above.

Notice again that in order to obtain the results in the benchmark model both heteroge-

neous beliefs and direct preference for safety are needed. As the fourth row shows, a model

with only the latter would run into the same problem of the traditional model, that is,

participation in risky asset markets becomes universal at the top of the distribution. This is

because at high wealth levels the impact of the direct preference for safety term declines and

the model behavior converges to the one of the traditional model. Heterogeneous beliefs are

then needed to generate non participation at the top of the wealth distribution, because in

this case some agents are sufficiently pessimistic about the risky return that they would not

choose to hold risky assets no matter what their level of wealth is. However, as the third row

in the table shows, absent preference for safety, too many wealthy agents do not hold risky

assets: about 14 percent in the top five percentiles and 22 percent in the top quartile versus

6 and 13 percent in the data. Adding the direct preference for safety term then further

aligns the results of the benchmark model to the data because direct preference for safety

reduces the net benefit of holding risky assets asymmetrically along the wealth distribution.

The reduction in the participation costs that it allows is not sufficient to compensate for the

reduction in the net benefit from the equity premium at low levels of wealth. At high levels

of wealth, on the other hand, the direct preference for safety term has a negligible impact on

the investors’ choices, hence the reduction in the participation cost compared to the model
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Table 5: Conditional risk shares: model and data

Quartile 1 Quartile 2 Quartile 3 Quartile 4 Top 5

Data 40.7 45.0 49.0 61.3 65.2

Benchmark 40.2 43.0 50.1 59.9 62.7

NPS 97.9 81.1 51.3 37.2 26.2

No het 44.0 44.6 49.0 59.0 58.9

Traditional 99.9 94.2 61.2 42.1 28.4

with heterogeneous beliefs only, leads to more participation in risky asset markets.

Table 5 reports the share invested in risky assets for the subset of households that hold

risky assets along the wealth distribution in the data, taken from Guiso et al. (2001) and in

the model simulations. In the first row of the table we can see that in the data the conditional

risky share is increasing all along the distribution, from 40.7 percent for the bottom quartile

to 65.2 percent for the top 5 percentiles. In the benchmark model the conditional risky

share increases from 40.2 percent in the bottom quartile of the distribution to 62.7 percent

in the top five percentiles. While one of the ratios between the conditional stock shares

across two quartiles of the distribution was a target of the calibration, the profile over the

whole distribution was not. It is then a success of the benchmark model the fact that it

matches quite well the conditional risky shares for all the quartiles of the distribution and

for the top 5 percentiles. The differences in the shares between model and data, in fact

never exceed 3 percentage points.

Again, like in the case of participation rates this is the result of the joint operation of

the direct preference for the safe asset in the utility function and of heterogeneous beliefs,

although in this case the latter plays a more ancillary role. Looking at the fifth row in

the table we see that in the traditional model the conditional stock share is monotonically

declining along the wealth distribution: it starts at 100 percent in the bottom quartile and

declines to 28.4 percent at the top 5 percentiles. This result follows from the fact that

the decision rules for the risky share are monotonically decreasing in wealth. Row three of

table 5 shows that this basic result does not change when ex-ante heterogeneity in beliefs

about stock returns is introduced. A more optimistic agent will now invest a larger share

in risky assets at all levels of wealth, however the decision rules for a given stock return
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expectation are still declining in wealth. As a consequence the conditional stock share

declines all along the wealth distribution, from 98 in the bottom quartile to 26.2 percent in

the top 5 percentiles. A dramatic change occurs if we introduce direct preference for safety

in the traditional model. As row four of the table shows the conditional stock share is now

constant when moving from the bottom to the second quartile of the wealth distribution.

Moving further right along the distribution the profile becomes increasing and then stabilizes

between the top quartile and the top five percentiles of wealth holdings. This profile reflects

the fact that decision rules in the model with direct preference for safety are hump shaped

in wealth coupled with the selection out of the stock market induced by the participation

cost at low levels of wealth. More specifically, at low levels of wealth, while a given decision

rule for the risky assets is increasing, only those agents whose particular combinations of

age, permanent earnings and wealth delivers a higher optimal share of risky assets would

still find it worthwhile paying the participation cost. Finally a comparison of the fourth and

second row of table 5 shows how the introduction of heterogeneous beliefs in the model with

preference for safety leads to the correct profile of the benchmark model, which is increasing

all along the wealth distribution. The interpretation is the following. The calibrated value

of risk aversion in the benchmark model stands at a value of 3.3, lower than the value of 3.9

in the model with preference for safety and homogeneous beliefs. This occurs because the

introduction of heterogeneous beliefs reduces the calibrated value of the participation cost,

hence draws in the stock market a number of poorer agents on the increasing stretch of the

risky share decision rules. In turn this reduces the average conditional share imposing a

reduction in the coefficient of relative risk aversion to match the empirical average. At high

wealth levels where the importance of the direct preference for safety for optimal decisions

becomes small, this reduction in the calibrated value of risk aversion leads to an increase

in the optimal risky share in the benchmark model compared to the model with direct

preference for safety but no beliefs heterogeneity. At low levels of wealth instead, the direct

preference for safety term dominates in the agents decisions, with risk aversion playing a

smaller role. As a consequence the reduction in the calibrated value of the participation

cost simply draws more participants with smaller wealth into the stock market, and since

decision rules are increasing in these wealth ranges, this decreases the conditional stock

share in the benchmark model compared to the model with no heterogeneity in beliefs.
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4.3.3 Participation rates and conditional shares over the life-cycle

In this section I report the life-cycle profiles of participation rates and conditional risky

shares. In order not to distract from the main results in the paper I leave the life-cycle

profiles of consumption and wealth to the appendix. These latter results in fact are standard

and the benchmark model only shows minor differences compared to the traditional one.

Figures 2 and 3 report the life-cycle profiles of the participation rates and conditional

risky share for the four models considered in the previous section. Looking at figure 2 first,

we can see that all models generate a participation rate that is hump-shaped in age: partici-

pation is low very early in life, when wealth is low, increases all along the working life, when

agents accumulate wealth and declines thereafter as wealth is progressively depleted during

retirement. The mechanism behind these results is well understood. The investor benefits

from the return premium offered by the risky assets. At low levels of wealth the total benefit

of holding the risky asset is small, hence it is not worth paying the fixed participation cost

and the investor stays out of the market. Past a certain wealth threshold the total benefit

of holding risky assets becomes larger than the per period cost and participation becomes

preferable. Interacted with the life-cycle profile of wealth accumulation this explains the

evolution of participation rates over the life-cycle. The hump is more pronounced in the

models with direct preference for the safe asset and less pronounced in the models where

heterogeneous beliefs are considered. The first result can be explained by observing that

direct preference for safety reduces the net benefit of risky investment arising from the re-

turn premium that this investment offers, thus delaying participation to a later point of the

life-cycle even in the face of a lower participation cost. The second result is explained by the

fact that in the models with heterogeneous beliefs about the risk premium the calibrated

participation cost is lower, which leads to participation with lower levels of wealth, hence

earlier in the life-cycle compared to that of the corresponding models with no heterogeneity.

A look at figure 3 immediately shows that in the case of the life-cycle profiles of the

conditional risky share the models with and without direct preference for safety exhibit

a qualitatively different behaviour. The models with direct preference for the safe asset

generate a conditional risky share that is increasing over the course of working like and

then declines by a limited amount thereafter. In the case of the models with standard

preferences the conditional risky share is instead strongly declining during working life.
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Figure 2: Life-cycle profiles of participation rates.
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Figure 3: Life-cycle profiles of conditional risky shares.
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When heterogeneous beliefs are present the share slightly increases after retirement, in the

traditional model it further decreases but by a small amount. For the models with standard

preferences the interpretation is that at the beginning of life agents have the largest stock

of bond-like human capital since they face the entire stream of lifetime earnings. Financial

wealth on the other hand starts at zero and slowly accumulates with age. As a result agents

keep a strong exposure to the stock market to reap the benefits of the equity premium.

As they age the horizon shortens and the present value of earnings declines while financial

wealth keeps growing until retirement, hence agents progressively shift away from risky

assets. After retirement safe human wealth further declines and financial wealth starts

declining. The two forces act in opposite directions with respect to optimal risk exposure

and approximately cancel out leaving an almost flat profile late in life. In the model with

direct preference for safety, the utility return from the safe asset is stronger when the

safe asset to consumption ratio is low, hence it will be the dominant force in determining

portfolio choice at low levels of financial wealth. As agents advance through the life-cycle

they accumulate financial wealth, hence the marginal utility return on the safe asset will

decline unless its portfolio share declines as well. The trade-off between enjoying the benefit

of the equity premium and the benefit from safety will then be solved at a higher portfolio

share of risky assets. This leads to a pattern of increasing conditional risky shares as the

agent advances through the life-cycle and accumulates wealth.

I next proceed to compare the results emerging from the previous two figures with the

available empirical studies. Simple cross-sections studies like the one in Guiso et al. (2001)

show participation rates that are hump-shaped in age and conditional risky shares that are

also hump shaped in age but with a quantitatively minor variation. Simple cross-sections

though may potentially be misleading as for example older households come from different

cohorts compared to younger households, with potentially very different experiences, hence

different portfolio behaviour. For this reason the empirical work has tried to use repeated

cross-sections or panel data to estimate life-cycle profiles that include cohort and time effects

beside age effects. Unfortunately, because of collinearity time, cohort and age effects cannot

be jointly estimated and studies that exclude time or cohort effects deliver different results.

For example, for conditional risky shares Ameriks et al. (2004) and Chang et al. (2018)

estimate life-cycle profiles including separately cohort and time effect and find they are

either increasing or hump-shaped depending on the excluded variables. In a more recent
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paper Gomes and Smirnova (2022) estimate a model where the dependent variable is the

change in the participation rate or the stock share from one year to the next, rather than the

absolute level. In this way they can get rid of the cohort effects. They can then include both

time and age effects as regressors, thus avoiding the collinearity problem mentioned above.

With the estimates thus obtained they then compute cumulative changes in the participation

rate and stock share and find that the participation rate increases from the beginning of life

to approximately retirement age and then starts declining while the conditional risky share

is increasing in age up to retirement and then stabilizes.

In light of the cited evidence we can say that both the benchmark and the traditional

model can match qualitatively the life-cycle patterns of participation rates, although the

extent of the variation of participation rates is significantly higher in the models than in the

data and more so for the models with preference for safety. The models tend to produce

too little participation at young ages and too much in mid-life. This problem though

could be easily solved by introducing heterogeneity in participation costs. For example one

could make the realistic assumption that a fraction of workers are automatically enrolled

in retirement plans that include stocks in the default option. Such an extension would

rise participation rates for young workers and is unlikely to affect significantly portfolio

shares.10 As for conditional risky asset shares the life-cycle profiles generated by the models

with standard preferences are at odds with the estimates, while the profiles generated by

the models with direct preference for safety are qualitatively consistent with the empirical

evidence, although they exhibit a slightly larger quantitative variation.

4.4 Aggregate partial equilibrium effects

In the preceding sections I showed that the introduction of a direct preference for the safe

and more liquid asset dramatically changes the patterns of conditional risky shares and to a

lesser extent of participation rates over wealth. One may then naturally ask how this feature

of the model affects the aggregate demand for risky assets and the return premium that these

need to pay. The same question naturally arises also for the other characterizing feature of

the benchmark model, namely heterogeneity of beliefs about the expected equity premium.

10It is also true that in the model simulation all agents start life with zero wealth. Relaxing this assumption

would also help to increase participation rates early in the life-cycle.
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Table 6: Partial equilibrium effects on the equity premium

PRate CShare %∆ Demand %∆ Premium

Benchmark 49.4 53.7 – –

NPS 63.5 95.4 29.7 -0.98

No het 54.8 54.3 13.4 -0.54

NPS/ No het 71.5 97.0 47.6 -1.53

To address this question I follow the approach proposed in Catherine (2022). This approach

consists of first running a counterfactual experiment in which for example the preference

for safety term is shut off, but that is otherwise exactly equal to the benchmark model.

Holding the equity premium constant then I compute the change in the aggregate demand

for the risky asset. In a second step, again holding everything else constant, I solve for the

risky asset return that brings back the aggregate demand for this asset to its original level.

The resulting change would represent the effect of the direct preference for safety on the

return premium, assuming that the supply of the asset is inelastic. This represents an upper

bound on the effect of the direct preference for safety on the equity premium. That this is an

upper bound is further reinforced by the fact that the current model does not have features

that are suited to match the very high concentration of wealth, hence equity holdings that

occurs at the top of the wealth distribution, for example the top 1 percent. Given that

the impact of the direct preference for safety term on portfolio allocations vanishes at high

wealth levels the impact on the aggregate demand of equity, hence on the equity premium,

would be reduced in a model with a more accurate representation of the top of the wealth

distribution. A similar analysis is then performed also by switching off the heterogeneity in

beliefs and both characterizing features of the benchmark model at the same time.

Looking at the second row of table 6 we see that when the direct preference for safety

term in the utility function is turned off, stock demand increases by 29.7 percent and that

the corresponding reduction in the equity premium needed to restore the initial demand for

the risky asset is 0.98 percentage points or 98 basis points. This is a significant but not

big amount, representing slightly less than a fourth of the originally calibrated value of the

equity premium. For comparison Krishnamurthy and Vissing-Jorgensen (2012) estimate

from aggregate data a return premium of 73 basis point that corporate bonds have to pay

29



over short term treasuries because of the liquidity and safety features of the latter. Despite

all the necessary caveats, given the differences in the definition of the two assets and the set

of investors in the current study, it is reassuring that the figure here is at least not wildly

different than the one in the cited study. This result also shows that while the introduction

of the safe asset in the utility function has a dramatic impact on portfolio allocation at

the level of individual households, its aggregate impact is substantially more limited. To

see where this result comes from we can observe that removing the preference for safety

term increases the net benefits from the equity premium, hence from holding the risky

asset. As the first and second columns of table 6 show this leads to an increase in the

participation rate of about 14 percentage points and an increase in the conditional share

of a very large 40 percentage points. Tables 7 and 8 show how these increases are spread

over the wealth distribution. For participation a comparison of the first and second column

of table 7 shows that most of the increase in participation occurs at the second quartile

of the distribution, while there is virtually no change in participation at the top quartile

and the top five percentiles. Comparing the first and second column of table 8 shows that

the increase in conditional shares is dramatic for the bottom three quartiles of the wealth

distribution, amounting to 50 or more percentage points, but it becomes relatively small,

about 10 percentage points, at the top 5 percentiles. The large changes in the participation

rates and conditional stock shares then occur mostly for agents that hold little wealth, which

limits the change in the aggregate demand for the risky asset, hence in the return premium

decrease that it is needed to keep that demand constant.11

The third row of table 6 reports the results that are obtained when a similar experiment

is performed but removing heterogeneous beliefs. In this case the aggregate demand for

the risky asset increases by 13.4 percent and the adjustment in the equity return needed to

restore the aggregate demand at the level of the benchmark model is of -54 basis points.

Again, because of the partial equilibrium nature of the exercise, hence the lack of a response

in the supply, this is to be considered an upper bound for the true equilibrium adjustment.

Looking at the first two columns of the table we see that the participation rate increases by

11Another factor that contributes to limiting the increase in risky asset demand is the fact that when the

direct preference for wealth term is removed the incentive to save is also somewhat reduced, especially at

young ages. Quantitatively this leads to a reduction in total wealth, for constant equity premium, of about

13 percent.
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Table 7: Participation rates: Comparative statics

Bench NPS No het Traditional

Quartile 1 2.8 8.2 2.1 7.5

Quartile 2 31.1 61.4 36.9 78.4

Quartile 3 71.4 89.8 81.7 99.9

Quartile 4 91.1 93.8 98.1 100

Top 5 percentiles 96.7 96.9 100.0 100

5.4 percentage points and the conditional stock share increases by about 1 percentage point.

Both results are consistent with the findings in section 4.3.1 that adding heterogeneous be-

liefs requires lower participation costs and higher risk aversion to match the participation

rate and conditional stock share of the corresponding model without this form of hetero-

geneity. A comparison of the first and third column of Table 7 shows that the increase in

participation rates occurs at all but the bottom quartile of the wealth distribution and at

10 percentage points is maximal in the third quartile. The same comparison performed on

table 8 shows that the conditional share increases the most in the top quartile and top five

percentiles of the wealth distribution where both participation rates and wealth holdings

are larger. This helps explain why the total increase in risky asset demand is substantially

larger than the sum of the increases in the un-weighted average rates.12 Finally the last

row of table 6 shows that when both the preference for safety term in the utility function

and heterogeneous beliefs are removed the increase in total stock demand is 47.9 percent,

somewhat more than the multiplicative composition of the effect of each of the two factors

in isolation. In order to bring back the total demand for the risky asset to its original level

a reduction in the equity premium of 1.53 basis points in needed.

12Like in the previous case there is also some effect coming from a change in total wealth accumula-

tion. In this case wealth increases thus reinforcing the effects on aggregate stock demand from changes in

participation rates and conditional shares. This increase in average wealth is of 2.6 percent.
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Table 8: Conditional stock shares: Comparative statics

Bench NPS No het Traditional

Quartile 1 40.2 100.0 42.3 100.0

Quartile 2 43.0 100.0 42.9 100.0

Quartile 3 50.1 99.2 49.5 100.0

Quartile 4 59.9 92.1 62.2 95.9

Top 5 percentiles 62.7 74.4 65.6 74.4

5 Conclusions

In the current paper I have constructed a baseline version of the standard life-cycle

portfolio allocation model, as presented for example in Gomes and Michaelides (2005), and

augmented it by assuming that households hold heterogeneous beliefs about the expected

risky return. I then showed that the model generates responses of portfolio allocations

of risky assets to beliefs that are an order of magnitude larger than the ones in the data

reported for example in the empirical work by Ameriks et al. (2020) and Giglio et al.

(2021). A version of the model that, following the approach in Krishnamurthy and Vissing-

Jorgensen (2012) adds to the standard model a direct utility term for the ratio of the safe

asset to consumption reduces that response by at least three quarters closing a substantial

fraction of the gap between model and data. The model featuring both heterogeneous

beliefs and preference for safety also shows a very good quantitative fit of participation

rates and conditional stock shares over the wealth distribution and qualitatively matches

the pattern of the same variables over age, although in this case it somewhat overestimates

the observed variations quantitatively. The theory proposed here thus complements other

existing explanations for these patterns but it does that with a specification that is both

parsimonious and intuitively appealing. Assuming a direct utility benefit from holding the

safe assets in fact fits the evidence that most households are financially illiterate, hence

have difficulties in grasping the intricacies of risky financial return processes. In light of

this evidence it seems appealing to assume that a safe and easy to understand asset offers

benefits beyond the quantitative and measurable impact of lower return volatility. Finally

I show that the model proposed here despite having dramatic effects on financial allocation

decisions at the individual level, when those decisions are aggregated it displays a much
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smaller impact.

Both heterogeneous beliefs and preference for safety are novel features in the context

of life-cycle portfolio allocation models, hence many extensions along these lines can be

conceived. For example one could consider the response of the model to heterogeneity

in beliefs about other parameters of the risky return process like the variance and/or the

disaster risk probability. Also one could assume that agents are heterogeneous with respect

to the strength of the preference for safety motive, and link this parameter to financial

literacy. All these extensions go beyond the scope of the current research but could represent

interesting topics for future research.
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stock market participation. Journal of Financial Economics , 139 (1), 57–83.

Campanale, C. (2011). Learning, ambiguity and life cycle portfolio allocation. Review of

Economic Dynamics, 14 (2), pp. 339–367.

Campanale, C., Fugazza, C. and Gomes, F. J. (2005). Life-cycle portfolio choice with

liquid and illiquid financial assets. The Journal of Monetary Economics, 71, 67-83.

Catherine, S. (2022). Countercyclical labor income risk and portfolio choices over the life

cycle. Review of Financial Studies, 35 (9), pp. 4016–4054.

Chang, Y., Hong, J.H. and Karabarbounis, M. (2018). Labor market uncertainty and

portfolio choice puzzles American Economic Journal: Macroeconomics, 10 (2), 222–262.

34



Cocco, J. F., Gomes, F. J. and Maenhout, P. J. (2005). Consumption and Portfolio

Choice over the Life Cycle. The Review of Financial Studies, 18 (2), 491–533.

Dominitz, J. and Manski, C.F. (2007). Expected equity returns and portfolio choice:

Evidence from the Health and Retirement Study. Journal of the European Economic

Association, 5 (2–3), 369–79.

Fagereng, A., Gottlieb, C. and Guiso, L. (2017). Asset Market Participation and

Portfolio Choice over the Life-Cycle The Journal of Finance, 72 (2), 705–750.

Giglio, S., Maggiori, M., Stroebel, J. and Utkus, S. (2005). Five facts about beliefs

and portfolios. American Economic Review, 111 (5), 1481–1522.

Gomes, F. and Michaelides, A. (2005). Optimal Life-Cycle Asset Allocation: Under-

standing the Empirical Evidence. The Journal of Finance, 60 (2), 869–904.

Gomes, F. and Smirnova, O. (2022). Stock market paticipation and portfolio shares over

the life cycle. Mimeo.

Guiso, L., Haliassos, M. and Jappelli, T. (2001). Household portfolios MIT Press,

Cambridge and London.

Hurd, M., Van Rooij, M. and Winter, J. (2011). Journal of Applied Econometrics,

26 (3), 416–436.

Kaplan, G. and Violante, G. L. (2010). How Much Consumption Insurance beyond

Self-Insurance? American Economic Journal: Macroeconomics, 2 (4), 53–87.

Krishnamurthy, A. and Vissing-Jorgensen, A. (2012). The aggregate demand for

treasury debt. Journal of political economy, 120 (2), 233–267.

Kuhn, M. and Rios-Rull, J.V. (2016). 2013 Update on the U.S. Earnings, Income, and

Wealth Distributional Facts: A View from Macroeconomics. Federal Reserve Bank of

Minneapolis Quarterly Reivew, 37 (1), 1–75.

Lynch, A.W. and Tan, S. (2011). Labor income dynamics at business cycle frequencies:

implications for portfolio choice.. Journal of financial economics, 101 (2), 333–359.

35



Malmendier, U. and Nagel, S.(2011). Depression babies: Do macroeconomic experi-

ences affect risk taking? The Quarterly Journal of Economics, 126, 373–416.

Merton, R.C. (1969). Lifetime portfolio selection under uncertainty: The continuous time

case. Review of Economics and Statistics, 51 (3), 247–257.

Peijnenburg, K. (2018). Life cycle asset allocation with ambiguity aversion and learning.

Journal of Financial and Quantitative Analysis, 53 (5), pp. 1963–1994.

Puri, I. (2025). Simplicity and risk. The Journal of Finance, 80 (2), pp. 1029–1080.

Puri, M. and Robinson, D.T.(2011). Optimism and economic choice. Journal of Finan-

cial Economics, 86, 71–99.

Van Rooij, M., Lusardi, A. andAlessie, R. (2011). Financial literacy and stock market

participation Journal of Financial Economics, 101 (2), pp. 449–472.
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Figure 4: Life-cycle profiles of non-financial income, consumption and wealth. Standard model.

A Appendix: Life-cycle profiles of earnings, consump-

tion and wealth

In this appendix I report the life-cycle profiles of wealth, earnings and consumption.

This is done in figures 4 and 5 that report the life-cycle profiles for the traditional and

the benchmark model respectively. The two plots show a similar picture. Apart from non

financial income which is exogenous and equal for the two models, the life-cycle profile

of consumption is increasing early in the life-cycle and then declines starting at around

age 55 with an overall smooth profile. The profile for wealth is increasing over the whole

working-life and then sharply turns declining at retirement age. There are only some minor

differences in the behavior of the two models. The direct utility term for holding the safe

asset increases the desire to save, especially at low levels of wealth. This increases savings at

the very beginning of the life-cycle in the benchmark model. In the standard model wealth

accumulation is initially slower. However a larger value of risk aversion is needed to bring

down the stock share for market participants to its empirical target.

This increases precautionary savings and as a consequence wealth accumulation picks up

and becomes stronger just a few years later, between ages 30 and 40. The second difference
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Figure 5: Life-cycle profiles of non-financial income, consumption and wealth. Benchmark model.

is that because of the utility term for the safe asset wealth decumulation in the benchmark

model is not full even when the maximum age is reached, despite the absence of an explicit

bequest motive.

B Appendix: Response of conditional stock shares to

beliefs for alternative models

In this paper I have shown that the original life-cycle portfolio choice model à la Gomes

and Michaelides (2005) generates responses of conditional stock shares to heterogeneous

expectations about the premium paid by risky assets that are substantially larger than the

empirical ones. Given the inability of the original model to explain patterns of portfolio

allocations over age and wealth a number of features have been added to the baseline

framework to correct its shortcomings. One might then wonder if these extensions also

reduce the response of risky shares to beliefs. This appendix briefly addresses this issue.

Successful extensions to the baseline Gomes and Michaelides (2005) setup fall into two

broad categories, the ones that resort mainly to decreasing risk aversion and those that

change the nature of background income risk. In particular the latter introduces some form
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Table 9: Response of conditional shares to beliefs

Coefficient on expected return

Giglio et al ORIV 1.177

Positive correlation

ρε,ξ = 0.15 12.9

ρε,ξ = 0.30 14.1

ρε,ξ = 0.50 13.9

ρε,ξ = 0.70 12.7

Positive correlation + decreasing risk aversion

ρε,ξ = 0.15 13.2

ρε,ξ = 0.30 14.2

ρε,ξ = 0.50 14.1

ρε,ξ = 0.70 13.6

of correlation between labor income risk and the risky return. This makes labor income more

stock-like, hence turns the decision rules for the risky share from decreasing to increasing

in wealth and reduces the allocations to stocks for poor agents and especially for young

agents that are more exposed to labor income risk.13 I capture this phenomenon here by

introducing contemporaneous correlation between the shock to the permanent component of

labor income and the shock to the risky return. The model thus obtained is then solved for

a sequence of values of this correlation of 0.15, 0.30, 0.5 and 0.7. Empirically the evidence

is in favor of low values of this correlation, however as pointed out by Gomes and Smirnova

(2022), assuming higher values may be thought of as a reduced form to capture stronger

effects arising from the higher order correlation highlighted in the literature. For each value

of this correlation I then solve the model for the standard case of power utility and for

the case of intra-temporal additive logarithmic utility over basic and luxury goods used

by Wachter and Yogo (2010) to generate decreasing risk-aversion. Since models in these

literature have normally focused on participants only, I set the participation cost to zero,

13As mentioned in the introduction a number of papers have also tried to explain patterns of risky shares

over the life cycle using age changing return expectations modeled through learning and ambiguity. These

models do not alter the basic structure of the Gomes and Michaelides (2005) model hence, by construction,

cannot change the response of conditional shares to heterogeneous beliefs.
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dropping the participation rate as a target, and calibrate the subjective discount factor

and risk aversion so as to match the average wealth to earnings ratio and conditional stock

share, consistent with the approach in the main text.14 For the models with decreasing risk

aversion the parameters of the intra-temporal utility function are directly taken from the

study in Wachter and Yogo (2010).

The models are then solved by introducing heterogeneous beliefs calibrated as in the main

text, that is, using the dispersion estimated in Giglio et al. (2021). Results are reported in

table 9. The first line reports the value of the response of conditional stock shares estimated

in Giglio et al. (2021) with the ORIV method that controls for the attenuation bias arising

from measurement errors. At a value of 1.177 this implies that an increase in the expected

risky return of 1 percentage point leads to an increase in the conditional risky share of about

1.2 percentage points. The top panel of the table shows the response of conditional shares

to beliefs in the model with standard power utility. As it can be seen this is quite strong,

even more than in the model with no correlation, with values that range from 12.7 when

the correlation is 0.7 to 14.1 when it is equal to 0.3. The picture is similar if we introduce

decreasing risk aversion. As shown in the bottom panel of table 9 the response coefficients

in this case range from 13.2 when the correlation is 0.15 to 14.2 when it is 0.3, hence even

higher than in the power utility case.15

Summarizing then, the analysis in this appendix shows that extending the basic frame-

work in Gomes and Michaelides (2005) to make human capital more stock-like and/or intro-

ducing decreasing risk aversion still leads to responses of conditional stock shares to beliefs

that are an order of magnitude larger than in the data, hence the excess sensitivity of the

traditional framework is not the outcome of a very specific formulation, rather it is a more

structural problem. This in turn reinforces the case that introducing a direct preference

for the safe assets in the household objective function does indeed give a distinctive and

important contribution to understanding household life-cycle portfolio allocation.

14Among these papers are the ones by Benzoni et al. (2007), Lynch and Tan (2011) and Wachter and

Yogo (2010). Catherine (2022) is an example that studies participation rates and risky shares jointly.
15Solving these models with a positive participation cost set to match the average participation rate would

not change the picture. In the parametric cases considered in table 9 it would lead to response coefficients

of stock shares to beliefs always exceeding the value of 9.5. These results are available from the author upon

request.
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